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What is Computer Science?

ÅThe scienceof computer science is 

algorithms

ÅThe essenceof computer science is 

abstraction

ÅThe challengeof computer science is the 

exception
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Abstraction

Å Delving into the depths 

reveals more information

Å An abstraction omits unneeded detail, 

helps us cope with complexity

What are some of the details that 

appear in these familiar abstractions?

swap(int v[], int k)


{int temp;


   temp = v[k];


   v[k] = v[k+1];


   v[k+1] = temp;


}

swap:


      muli $2, $5,4


      add  $2, $4,$2


      lw   $15, 0($2)


      lw   $16, 4($2)


      sw   $16, 0($2)


      sw   $15, 4($2)


      jr   $31    

00000000101000010000000000011000


00000000100011100001100000100001


10001100011000100000000000000000


10001100111100100000000000000100


10101100111100100000000000000000


10101100011000100000000000000100


00000011111000000000000000001000

Binary machine


language


program


(for MIPS)

C compiler

Assembler

Assembly


language


program


(for MIPS)

High-level


language


program


(in C)
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Course Goals

ÅObtain a historical perspective of computers and the 
computing industry.

ïAble to understand the ñhypeò

ÅWhen is a new computer better than an old computer?

ïThe why and how of todayôs, yesterdayôs and 
tomorrowôs computer architectures

ïñpredictò the future

ÅDensity X today => Density Y tomorrow ?
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Course Goals

ÅUnderstand limitations of computers

ïSpeed

ïCapacity

ïAccuracy

ïUnderstand hardware=> write better software
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Course Goals

ÅBecome familiar with information

ïRepresentation

ÅNumeric 

ÅNon-numeric 

ïAlphabetic

ïImagery

ïAudio
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Course Goals

ÅBecome familiar with information

ïUnits of measure as they apply to information 
quantization

ïManipulation of information as applied to 
computer architecture

ÅCalculate

ÅSearch

ÅSummarize

ÅEncode/decode

ÅCompress
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Course Goals

ÅBecome familiar with some of the jargon associated 
with computers and computer science

ïAcronyms

ÅUnderstand the basics of Boolean Algebra

ïCombinational logic circuit (CLC)

ïSequential logic circuit (SLC)

ïCLC & SLC vsprogram (software)
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Course Goals

ÅDevelop a working knowledge and 
understanding of the basic building blocks of 
computers, and how they are connected 
(hierarchies).

ïgates - MSI -VLSI circuits 

ïbuses 

ïmemory 

ïProcessors, pipelines, multi-processor/core

ïNetworks and networking 
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Course Goals

ÅUnderstand the ways in which computers are 

organized in order to maximize performance 

and capacity. 

ïThe Von Neumanarchictecture

ïTradeoffs ïtradeoffs ïtradeoffs
ÅTime ïspace ïprice - utility
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Course Goals

ÅUnderstand what is meant by computer 

performance

ïExecution time

ïOperations/second

ÅBe able to compare computers on the basis of 

performance measures
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Course Goals

ÅLearn to reason 

quantitatively as often as 

possible



Coverage 

ÅWill we cover all the material in the text?

ïNo!

ïOnly portions of the first 4 chapters (CS2810)

ïLikewise, CS3810 will only cover portions of 

the remainder of the text.

ÅWill we cover material that is not in the 

text?

ïYes!

ïFollow the lectures and do the homework
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Why Study Computer 

Architecture?

Åyou want to call yourself a ñcomputer 

scientistò

Åyou want to build better software people use

ïApplication programs, compilers, drivers, 

operating systems
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Why Study Computer 

Architecture?

Åyou  may someday need to make a 

purchasing decision, or offer ñexpertò 

advice, or buy a computer for yourself

ÅYou may need to evaluate two computers

ïWhich is ñbetterò?

ïWhat does ñbetterò mean?



Have you purchased your own 

computer?

ÅHow did you do it/shop

ïKick the tires

ïCheck the warranty

ïTest drive it

ïDecide what you needed before you went to the 

dealer

ïDoes dealer make a difference

ï??????
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Computer Architecture

ÅArchitecture is an excellent way to learn 

about abstractions

ïWhat is an abstraction?

Ålevel of detail

ÅWhat is the ñequivalentò in the auto 

racing world of a computer scientist?

ïMechanic?

ïDriver?
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Computer Architecture

ÅHardware and software techniques 

have similarities

ïA program is a finite state machine

ïHardware can be emulated in software 

and software can be implemented in 

hardware
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Computer Architecture

ÅThe writing of good software is 

dependent on knowing the architecture 

of the system(s) on which it will run



Equivalence of Hardware and 

Software

ÅAnything that can be done with software 

can also be done with hardware, and 

anything that can be done with hardware 

can also be done with software.*

* Assuming speed is not a consideration
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TSP

For a transit of N cities, with each path between 

cities having an associated cost, find the minimum 

cost transit that visits every city once and only once

ÅThe traveling salesperson problem is a ñblindò 
optimization problem. 

ÅThe TSP is NP-complete

ïno polynomial of fixed degree grows as fast as 
it does

ÅThe only way to find the ñbestò solution is by 
exhaustive search

ÅHow long would it take a computer to ñsolveò a 31 

city TSP?



TSP with 31 cities

ÅSince the transit is circular, it does not 

matter which city we start at.

ïIf we start at city 1 there are then 30 next city to 

visit choices

ÅThen there are 29 next city visit choices

ïThen there are 28 next city visit choices

ïEtc.

ïThus, the total will be 30!
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TSP with 31 cities

ÅHow many transits do you think a computer 

(a really fast one) can compute in a second?

ï10^?/second

ÅNow all we have to do is compute 30!/10^?

ï30! ~ 10^32

ï1 year ~ 31X10^6 seconds
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Address Space

Assume my machine addresses locations using a 32-

bit address. (?)

My application is such that I wish to store on a disk a 

record for every person in the world. However, I 

will only need to address an individual record, not 

fields in a record. 

Will my 32-bit address space work?
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Architecture Vs Organization

ÅArchitecture:

ïProgrammer accessible attributes

ÅOrganization:

ïattributes not accessible to programmer

ÅThis course will examine both, but the 

organizational attributes will be examined at a 

fairly abstract level. Emphasis will be on 

architectural aspects.



Grading ïUGH!

ÅWho gets the 100%?

ÅEverything will eventually be computed as 

a score of 0-100

ïIt is all curved

ïOn any test, the points possible will be

If (class high score < 100)

points possible = class high score + 1

else

points possible = 100
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History

ÅIn the History of Computers, there are some 

givens: (Gordon Moore ïIntel co-founder)

ïMooreôs Law (1965, Intel co-founder)

ÅñThe density of transistors in an integrated circuit will 

double every two years.ò

ÅOften worded as ñThe density of silicone chips will 

double every 18 monthsò (We will use this number)

ÅSometimes talk about performance doubling
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ÅRockôs Law 

ïArthur Rock, Intel financier

ïñThe cost of capital equipment to build 

semiconductors will double every four years.ò

ïIn 1968, a new chip plant cost about $12,000.       

At the time, $12,000 would buy a nice home in 

the suburbs.

An executive earning $12,000 per year was 

ñmaking a very comfortable living.ò

1.5 Historical Development



29

ÅRockôs Law 

ïIn 2005, a chip plants under construction cost 

over $2.5 billion.

ïFor Mooreôs Law to hold, Rockôs Law must fall, 

or vice versa.  But no one can say which will 

give out first.    

$2.5 billion is more than the gross domestic 

product of some small countries, including 

Belize, Bhutan, and the Republic of Sierra 

Leone.

1.5 Historical Development
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History

Å1600-1900   Mechanical era

ïBabbage difference engine

Å1943 ïCharles Aiken

ï$1M from IBM for Mark I

Åadd 6 seconds, divide 12 seconds

Åused relays

ÅEckert & Mauchley = ENIAC

ï1946, 1900 tubes

Å1947, Von Neuman inspires EDVAC

ïfirst stored program computer
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History

ÅWhat has fueled the revolution of the 80ôs, 
90ôs & 00ôs?

ïcost reductions 

Åintegrated circuits, RAM

ïoperating systems

Åñeaseò of use

ïapplication software

Åword processing

Åspreadsheets

ïnetworks = Internet
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History - Integrated Circuits

Å1951  Tubes

Å1965  Transistor

Å1975 Integrated circuit  IC (SSIC, MSIC, LSIC)

Å1990  VLSI  (millions of components/chip or /die)

ÅMemory

ïRAM

ïDRAM

Å1MB 1986

Å64MB 1996

ÅDRAM growth rule 2X every 1.5 years
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History - Integrated Circuits

Year Technology Performance/Cost 

1951 Vacuum 

Tube 

1 

1965 Transistor 35 

1975 IC 900 

1990 VLSI 400,000 
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Whatôs on a Chip?
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Pentium
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Making of an IC
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Integrated Circuits

ÅCosts

ïWafer cost is fixed

ïWhat happens when die size increases?

Å#dies/wafer decreases (Pentium = 

196/wafer, Pentium Pro= 78/wafer)

Åprobability of bad die increases

Åcost/die increases

ïpackaging cost = number of pins
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Integrated Circuits

ÅIf increase density of chip by 2, what should we 

do with the added capacity/space?

ïRAM chips - no question

ïprocessor chip ?
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Integrated Circuits
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Fallacies & Pitfalls

ÅComputers are built today like yesterday

ÅOne can ignore hardware progress in designing a 

new machine

Åprice/performance is predictable at 1,3,5,10 years.

ïñThe Eniac is equipped with 18,000 vacuum 

tubes and weighs 30 tons, computers in the 

future may have 1,000 vacuum tubes and 

perhaps weigh 1.5 tons.ò  Popular Mechanics 

1949
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Measures of capacity and speed:

ÅKilo- (K) = 1 thousand = 103 and 210

ÅMega- (M) = 1 million = 106 and 220

ÅGiga- (G) = 1 billion = 109 and 230

ÅTera- (T) = 1 trillion = 1012 and 240

ÅPeta- (P) = 1 quadrillion = 1015 and 250

ÅExa- (E) = 1 quintillion = 1018 and 260

ÅZetta- (Z) = 1 sextillion = 1021 and 270

ÅYotta- (Y) = 1 septillion = 1024 and 280

1.3 An Example System

Whether a metric refers to a power of ten or a power of 

two typically depends upon what is being measured.
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ÅHertz = clock cycles per second (frequency)

ï1MHz = 1,000,000Hz

ïProcessor speeds are measured in MHz or GHz.

ÅByte = a unit of storage

ï1KB = 210 = 1024 Bytes

ï1MB = 220 = 1,048,576 Bytes

ïMain memory (RAM) is measured in MB

ïDisk storage is measured in GB for small systems, TB 

for large systems.

1.3 An Example System
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1.3 An Example System

Measures of time and space:

ÅMilli - (m) = 1 thousandth = 10-3

ÅMicro- (m) = 1 millionth = 10-6

ÅNano- (n) = 1 billionth = 10-9

ÅPico- (p) = 1 trillionth = 10-12

ÅFemto- (f) = 1 quadrillionth = 10-15

ÅAtto- (a) = 1 quintillionth = 10-18

ÅZepto- (z) = 1 sextillionth = 10-21

ÅYocto- (y) = 1 septillionth = 10-24
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ÅMillisecond =  1 thousandth of a second

ïHard disk drive access times are often 10 to 20 

milliseconds.

ÅNanosecond = 1 billionth of a second

ïMain memory access times are often 50 to 70 

nanoseconds.

ÅMicron (micrometer) = 1 millionth of a meter

ïCircuits on computer chips are measured in microns.

1.3 An Example System
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ÅWe note that cycle time is the reciprocal of clock 

frequency.

ÅA bus operating at 133MHz has a cycle time of 

7.52 nanoseconds:

1.3 An Example System

Now back to the advertisement ...

133,000,000 cycles/second  =  7.52ns/cycle
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1.3 An Example System

A system bus moves data within the 

computer.  The faster the bus the better.  

This one runs at 400MHz.

The microprocessor is the ñbrainò of 

the system.  It executes program 

instructions.  This one is a Pentium 

(Intel) running at 4.20GHz.
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1.3 An Example System

ÅComputers with large main memory capacity can 

run larger programs with greater speed than 

computers having small memories.

ÅRAM is an acronym for random access memory.  

Random access means that memory contents 

can be accessed directly if you know its location.

ÅCache is a type of temporary memory that can be 

accessed faster than RAM.
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1.3 An Example System

é and two levels of cache memory, the level 1 (L1) 

cache is smaller and (probably) faster than the L2 cache.  

Note that these cache sizes are measured in KB.

This system has 256MB of (fast) 

synchronous dynamic RAM 

(SDRAM) . . .
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1.3 An Example System

This one can store 80GB.  7200 RPM is the rotational 

speed of the disk.  Generally, the faster a disk rotates, 

the faster it can deliver data to RAM.  (There are many 

other factors involved.)

Hard disk capacity determines 

the amount of data and size of 

programs you can store.
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1.3 An Example System

ATA stands for advanced technology attachment, which 

describes how the hard disk interfaces with (or 

connects to) other system components.

A CD can store about 650MB of data. This drive 

supports rewritable CDs, CD-RW, that can be written 

to many times..  48x describes its speed.
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1.3 An Example System

This system has 

ten ports.

Portsallow movement of data 

between a system and its external 

devices.
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1.3 An Example System

ÅSerial ports send data as a series of pulses along 

one or two data lines.

ÅParallel ports send data as a single pulse along 

at least eight data lines.

ÅUSB, Universal Serial Bus, is an intelligent serial 

interface that is self-configuring.  (It supports 

ñplug and play.ò)
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1.3 An Example System

System buses can be augmented by 

dedicated I/O buses.  PCI,peripheral 

component interface, is one such bus.

This system has three PCI devices: a video 

card, a sound card, and a data/fax modem.
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1.3 An Example System

The number of times per second that the image on a 

monitor is repainted is its refresh rate.The dot pitch

of a monitor tells us how clear the image is.

This one has a dot pitch of 0.24mm and a refresh rate of 75Hz.  

The video card contains memory and 

programs that support the monitor.  
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ÅThere are many organizations that set 

computer hardware standards-- to include 

the interoperability of computer components.

ÅThroughout this book, and in your career, 

you will encounter many of them.

ÅSome of the most important standards-

setting groups are . . .

1.4 Standards Organizations
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ÅThe Institute of Electrical and Electronic 

Engineers (IEEE)

ïPromotes the interests of the worldwide electrical 

engineering community.

ïEstablishes standards for computer components, 

data representation, and signaling protocols, 

among many other things.

1.4 Standards Organizations
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ÅThe International Telecommunications Union 

(ITU)

ïConcerns itself with the interoperability of 

telecommunications systems, including data 

communications and telephony.

ÅNational groups establish standards within their 

respective countries:

ïThe American National Standards Institute (ANSI)

ïThe British Standards Institution (BSI)

1.4 Standards Organizations
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ÅThe International Organization for 

Standardization (ISO)

ïEstablishes worldwide standards for everything 

from screw threads to photographic film.

ïIs influential in formulating standards for 

computer hardware and software, including their 

methods of manufacture.

Note: ISO is not an acronym. ISO comes from the Greek, 

isos,meaning ñequal.ò

1.4 Standards Organizations
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Å Each virtual machine 

layer is an abstraction of 

the level below it.

Å The machines at each 

level execute their own 

particular instructions, 

calling upon machines at 

lower levels to perform 

tasks as required.

Å Computer circuits 

ultimately carry out the 

work.

1.6 The Computer Level Hierarchy
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ÅLevel 6: The User Level

ïProgram execution and user interface level.

ïThe level with which we are most familiar.

ÅLevel 5: High-Level Language Level

ïThe level with which we interact when we write 

programs in languages such as C, Pascal, Lisp, and 

Java.

1.6 The Computer Level Hierarchy



63

ÅLevel 4: Assembly Language Level

ïActs upon assembly language produced from 

Level 5, as well as instructions programmed 

directly at this level.

ÅLevel 3: System Software Level

ïControls executing processes on the system.

ïProtects system resources.

ïAssembly language instructions often pass 

through Level 3 without modification.

1.6 The Computer Level Hierarchy
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ÅLevel 2: Machine Level

ïAlso known as the Instruction Set Architecture 

(ISA) Level.

ïConsists of instructions that are particular to the 

architecture of the machine.

ïPrograms written in machine language need no 

compilers, interpreters, or assemblers.

1.6 The Computer Level Hierarchy
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ÅLevel 1: Control Level

ïA control unitdecodes and executes instructions 

and moves data through the system.

ïControl units can be microprogrammedor 

hardwired. 

ïA microprogram is a program written in a low-

level language that is implemented by the 

hardware.

ïHardwired control units consist of hardware that 

directly executes machine instructions.

1.6 The Computer Level Hierarchy
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ÅLevel 0: Digital Logic Level

ïThis level is where we find digital circuits (the 

chips).

ïDigital circuits consist of gates and wires.

ïThese components implement the mathematical 

logic of all other levels.

1.6 The Computer Level Hierarchy
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1.7 The von Neumann Model

ÅMany of todayôs stored-program computers have 
the following characteristics:

ïThree hardware systems: 
ÅA central processing unit (CPU)

ÅA main memory system

ÅAn I/O system

ïThe capacity to carry out sequential instruction 
processing.

ïA single data path between the CPU and main 
memory.
ÅThis single path is known as the von Neumann 

bottleneck.
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1.7 The von Neumann Model

Å This is a general 
depiction of a von 
Neumann system:

Å These computers 
employ a fetch-
decode-execute 
cycle to run 
programs as 
follows . . . 
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1.7 The von Neumann Model

Å The control unit fetches the next instruction from 
memory using the program counter to determine where 
the instruction is located.
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1.7 The von Neumann Model

Å The instruction is decoded into a language that the ALU 
can understand.
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1.7 The von Neumann Model

Å Any data operands required to execute the instruction 
are fetched from memory and placed into registers 
within the CPU.
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1.7 The von Neumann Model

Å The ALU executes the instruction and places results in 
registers or memory.
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ÅConventional stored-program computers have 

undergone many incremental improvements 

over the years.

ÅThese improvements include adding 

specialized buses, floating-point units, and 

cache memories, to name only a few.

ÅBut enormous improvements in computational 

power require departure from the classic von 

Neumann architecture.

ÅAdding processors is one approach.

1.8 Non-von Neumann Models
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ÅIn the late 1960s, high-performance computer 

systems were equipped with dual processors 

to increase computational throughput.

ÅIn the 1970s supercomputer systems were 

introduced with 32 processors.

ÅSupercomputers with 1,000 processors were 

built in the 1980s.

ÅIn 1999, IBM announced its Blue Gene 

system containing over 1 million processors.

1.8 Non-von Neumann Models



75

ÅParallel processing is only one method of 

providing increased computational power.

ÅMore radical systems have reinvented the 

fundamental concepts of computation.

ÅThese advanced systems include genetic 

computers, quantum computers, and dataflow 

systems.

ÅAt this point, it is unclear whether any of these 

systems will provide the basis for the next 

generation of computers.

1.8 Non-von Neumann Models



Addressing the speed-up 

Bottleneck

ÅParallel computing

ïMultiple processors

ÅEach processor has its own memory, etc.

ÅEach processor executes a different part of a 

program

ïmultiple cores

ÅMultiple processors but shared memory

ÅPredict will go to 1000ôs of cores in the not too 

distant future
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Amdahlôs Law (Make the 

common case fast)

ÅIf one enhances a fraction f of a 

computation by a speed-up S, then the 

overall speed-up is

77
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Multi -Core

ÅAs chip densities have increased, the 

question arises: What to do with the extra 

chip space?

ïMake smaller chips

ïPut more memory (cache) on chip

ïAdd more complex instructions

ïPut more processors (cores) on the chip

78



Times Are Changing

[Thanks to Herb Sutter of Microsoft] 79


